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Abstract

Software processes rely on both structured system knowledge
such as code, version histories, and logs, and tacit knowledge in-
cluding human rationale, practices, and decisions. We argue that
effective human—AI collaboration requires shared and evolving
knowledge spaces that integrate these knowledge sources and make
their connections explicit. Using differential testing as a motivating
case, we describe our initial prototype and the challenges it revealed,
and we outline a broader vision for dynamic knowledge networks
that support more effective collaboration between humans and AL
1 Introduction

For decades software engineering research has primarily focused
on “system knowledge”: structured data such as source code, bug
databases, and version control histories. The software engineering
community have shown what can be achieved when these artifacts
are systematically analyzed [3, 10, 12]. While valuable, such efforts
overlook the “dark matter” of software engineering: the tacit knowl-
edge, informal rationale, and everyday decisions conveyed through
fleeting exchanges such as hallway conversations or impromptu de-
sign discussions. Even when some of this knowledge was captured,
it often remained buried in unstructured forms such as wiki pages,
notes, or informal chats, with no reliable way to connect it to other
artifacts and contextualize it within the broader system [2, 18].

Two recent shifts create new opportunities to capture and har-
ness this previously buried knowledge. The first is the widespread
move to remote and hybrid work which has led to an unprece-
dented amount of recorded communication. The second is the rise
of LLMs, which can rapidly ingest, summarize, and reason over vast
amounts of unstructured text, including emails, team docs, online
chats, and meeting transcripts [1, 21]. This allows them to trace
connections across diverse software artifacts at speeds impossible
for human engineers [14, 26]. This convergence of newly available
unstructured data with AT’s capacity for rapid reasoning creates a
path to integrate tacit and system knowledge within shared knowl-
edge spaces, enriching both human and agent understanding of
software systems [20]. Ideally, this space should evolve alongside
the system, continually capturing insights from ongoing use and
revealing additional implicit knowledge over time.

To begin exploring this vision, we focus on differential testing
in software release engineering, which served as our motivating
case [8, 11, 23] as it exemplifies tasks that require rapidly integrating
and reasoning over vast and varied sources of knowledge. We first
describe our initial prototype that integrates both tacit and system
knowledge, reflect on the challenges we encountered, and then
outline how these challenges point to a broader research agenda.
Building on these lessons, we conclude with a vision for dynamic
knowledge networks and process analysis techniques that surface
tacit and system knowledge, connect them with established artifacts,
and enable more effective and adaptable human-agent collaboration
across software engineering tasks.
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2 Motivating Example: Differential Testing

Differential testing [8, 11, 23] is a technique that compares the
behavior of production and test systems to catch regression fail-
ures. A single build can generate hundreds of behavioral differences
(diffs), creating a large volume of work in which each diff must
be analyzed to determine whether it reflects a true regression or
instead arises from a benign source, such as a newly introduced
feature or noise from non-determinism. The scale and repetitive
nature of this task make it a strong candidate for automation, yet
interviews with differential testing engineers revealed that automa-
tion alone is insufficient [11]. As one engineer explained, "I need to
know what data led to the prediction...without that, I'd still have to
do all the investigation myself" [11]. An effective solution therefore
requires human-agent partnership where agents first sift through
vast amounts of data, including both system knowledge and tacit
knowledge, to identify possible sources of diff causes, providing
crucial connections and context for humans to quickly review and
confirm the analysis.

2.1 Initial Solution

Our initial solution explored an agentic framework that provided
the LLM with tools that mirror the resources typically available
to engineers. Through interviews with engineers, we identified 9
diverse sources of knowledge that were relied upon during diff
investigations, ranging from team knowledge to system knowledge,
as summarized below:

Team Knowledge: Wiki pages, team messages, meeting tran-
scripts.

Version Control: Commit/PR messages, code diffs.

Codebase: Source code, error metadata.

Historical: Labeled diffs, notes from prior builds.

To leverage this information, we gave the agent direct access to
some data sources through database and version control repository
retrieval. For other data sources, the agent could make high-level
queries using GraphRAG[7]. Among these sources, team knowl-
edge proved particularly critical, since it allowed the transfer of
human expertise asynchronously to the agent. This category in-
cluded resources such as Wiki pages and team messages in the
initial prototype, with meeting transcripts considered as part of our
broader research vision (see Section 3). By providing this context
upfront, the agent was able to reduce the degree of human inter-
vention required at runtime because it already had access to much
of the tacit knowledge that engineers typically convey through
ongoing communication and informal interactions.

At each step of the diff investigation, the agent could make tool
calls to gather new information, either allowing it to reach a con-
clusion or helping it decide what additional calls were needed to
explore the problem further. After each step the agent was required



7 Agent Notes

CURRENT REASONING

The diff indicates a change in the ErrorCode property from in
Production to in Test. Historical comments and log diffs
suggest this might be related to deprecation rollout, as
previously mentioned by the In such cases, errors in

production are expected as part of the gradual rollout tests.
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NEXT STEPS

To confirm the nature of this diff, additional steps include: 1. Using
‘lookup_error' to understand both error codes and their contexts. 2.
Reviewing the test and production logs for branching related to these
errors. If similarly associated with previously identified rollout patterns,
labeling this as 'NewFeature' would be justified.

% Human Guidance 11s remaining

I think this might be related to a feature the team discussed
last week. Can you see if there are any messages related
to this?

4
Figure 1: Example of a reasoning step provided by the diff in-
vestigator agent’s notes (top) and the human input provided
by the user in response (bottom).

to provide notes documenting what new information it had uncov-
ered, how that information updated its beliefs about the root cause,
and what next steps it planned to take. To ensure traceability to
specific software artifacts, we labelled each piece of information
with a UUID when providing it to the agent and we required the
agent to include the relevant UUIDs when providing it’s reasoning.
These notes were presented to the user in real time, with each ref-
erence presented as a clickable link to the details of the associated
artifact (see Figure 1).

Once the agent had recorded its notes, we provided an optional
space for the user to give input to the agent. This allowed them to
redirect the agent when it began heading down unproductive paths,
or to strengthen the agent’s investigation with human expertise.
This synchronous form of communication complemented the asyn-
chronous team knowledge by pairing real-time human guidance
with knowledge distilled from past human communication.

2.2 Challenges

While the initial prototype was a step toward uniting agent
and human knowledge, we encountered several challenges that
prompted us to consider a broader design vision for the solution.
Challenge 1: Accuracy/Transparency Trade-offs

Although the agentic approach provided contextual information

and reasoning, we found that it sacrificed some of the high ac-

curacy achieved by a GPT-4 model fine-tuned to classify diffs as
noise, features, or regressions [23]. This likely occurs because the
fine-tuned model, trained on a large volume of data, can identify
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patterns that are not apparent when examining only a few ex-
amples, but these patterns are difficult to use because we cannot
interpret what the model has learned. Although we did provide
the agent with access to past examples, supplying enough exam-
ples to fully recognize the same patterns as the fine-tuned model
would exceed the context window limit. Instead, the agent often
over-relied on spurious patterns found in the provided examples.

Challenge 2: Knowledge Retention and Reuse

Engineers improve at tasks such as differential testing through
practice as they recognize common patterns that emerge over
time. However, in the current implementation, the agent had to
perform the process from scratch without leveraging prior work.
One approach to utilize past attempts is through fine-tuning an
LLM [23], but there are also use cases where information from
one investigation might be useful at a human-interpretable level
for future tasks. For example, when a similar diff appears, it
might be sufficient to reference previous reasoning rather than
re-running the agent. Alternatively, the information might be
relevant outside the current task entirely, such as when code files
identified during a "new feature" diff investigation prove useful
for change impact analysis of that same feature. A mechanism
is needed to efficiently store and leverage task knowledge for
downstream applications.

Challenge 3: Managing Information Scale and Context
The amount of information relevant to the task (e.g., code files,
logs, commits) quickly blows out the context window. One way
to reduce context is through summarization [24], while another
is to offload some of the context to an agent that can special-
ize in it [28]. However, both approaches risk information loss
where important details may not reach the primary agent, and
both involve additional computational steps that slow down the
overall process. This created a constant challenge of balancing
information completeness with efficiency.

Challenge 4: Routine Steps vs. Flexible Problem-Solving
Granting the agent freedom to make tool calls based on current
information allowed it to build on previous findings and focus
sequentially on specific pieces of information. However, this
flexibility came at significant cost: tool calls could not be par-
allelized, slowing the overall process, and the agent sometimes
made unnecessary tool calls. This contrasts with how human ex-
perts approach investigations. Engineers often have predefined
steps they perform in certain contexts (e.g., start with comparing
error codes, or examine specific log sections). This recipe-based
approach works well as a starting place when ambiguity about
the cause is high. However, as new information emerges, experts
might diverge to new plans that are no longer formulaic, requir-
ing flexible adaptation based on their findings. To accelerate the
process, we needed to mirror this approach by identifying routine
steps that could be performed through predefined workflows,
versus those that would benefit from full autonomy.

Challenge 5: Tacit Knowledge Transfer
We found that some of the human experts’ knowledge about the
decision-making process was tacit, making it difficult to convey
to the agent. This unspoken expertise includes intuitions about
which information sources are most reliable, how to interpret
ambiguous signals, and when certain patterns indicate specific
types of problems. We needed a way to transfer this implicit
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Figure 2: Research vision of an evolving knowledge space shared by humans and agents. Black nodes with thin lines (@) show
the initial prototype; blue nodes with thick lines represent the next phase. Dotted lines indicate synchronous communication,
solid lines asynchronous. The ¢ marks “Dynamic Relationships.” and the £ marks “Process Analysis & Evolution”

expert knowledge to the agent so that it could perform more effi-
cient, successful investigations. Team messages and wiki pages
helped alleviate part of this challenge by capturing some of the
expertise, but other forms of communication (e.g., meetings) also
conferred important knowledge, and some expertise was never
articulated at all. Interestingly, this represents almost the reverse
of Challenge 1, where patterns learned by the fine-tuned model
were unable to be communicated.

Challenge 6: Confirmation Bias and Hypothesis Anchoring
We observed that LLM agents exhibited strong confirmation bias.
Once they found any early evidence supporting a particular label,
they would rarely stray from that interpretation despite contra-
dictory evidence encountered later. This anchoring effect is par-
ticularly problematic in differential testing where incomplete or
misleading initial information can misdirect entire investigations.
Unlike humans who can reconsider assumptions when prompted,
LLMs remain committed to their early conclusions.

3 Research Vision

Underlying each of these challenges are fundamental barriers
to knowledge transfer, whether between recipients (humans vs.
Al), contexts (different tasks), or timeframes (past to present). Our
vision (Figure 2) aims to overcome these challenges by surfacing this
“dark matter” knowledge through a unified knowledge network that
connects diverse software artifacts. Such a network would evolve
alongside the system and provide deeper insight into software
processes themselves.

Starting Point: Prototype (@) Our initial prototype established the
foundation for this vision, incorporating not only system-generated
artifacts but also human-generated communications such as mes-
sage exchanges between team members. These asynchronous com-
munications provide insight into knowledge that may not be ex-
plicitly captured in traditional system artifacts. The prototype also
supported synchronous human input collected at runtime, allowing

experiential knowledge to be conveyed throughout the investi-
gation. Additionally, past knowledge was transferred by supply-
ing the agent with examples of similar, previously labeled data
when requested. Conversely, communication from the agent to
humans occurred primarily through note-taking, where the agent
documented its reasoning and explicitly referenced project data
for review. These initial communication mechanisms establish the
foundation on which the broader vision can be built.

Building: Dynamic Relationships ¢§) This starting point brought
together a variety of software artifacts and human communica-
tions, with some initial connections based on semantic similarity
and AST information. However, this still falls short of conveying
a complete picture of how different artifact types relate to one
another. Semantic similarity is inherently limited in the types of
relationships it can identify [16, 25], while AST information cap-
tures structural details without revealing how artifacts connect
within the broader system. Building a more comprehensive net-
work would create a knowledge base that enables deeper system
understanding, maintains connections that persist across different
contexts (Challenge 2), and minimizes the need to search through
vast information spaces (Challenge 3). Importantly, this expanded
knowledge network could begin to address Challenge 5 by integrat-
ing a wider range of artifacts, incorporating team communications
such as meeting transcripts or past human interventions alongside
more traditional sources.

A complementary path for discovering meaningful relationships
is through the natural interactions that occur when completing a
task [9]. As agents perform tasks and identify relevant data sources,
these interactions can be recorded, forming links between diverse
artifacts and contexts. Such links can evolve over time as agents
revisit and refine earlier relationships, while connections that prove
unhelpful can be weakened or removed. This enables the construc-
tion of knowledge networks that are continuously updated and
improved through ongoing use.

As the network evolves, humans can engage with the links



through traceability tools [17, 22], enabling more effective knowl-
edge transfer and oversight. As Al agents contribute to increasingly
large portions of the system, these dynamic links will become even
more vital for transferring knowledge back to human collaborators
and ensuring accountability of the agent’s outcomes. Addition-
ally, these links can create benefits beyond Al-human interactions,
providing valuable insights for other tasks, such as developer on-
boarding or safety assessments [5].

Building: Process Analysis & Evolution (&) The original version
also incorporated knowledge in the form of past examples, which
can illuminate hidden patterns underlying expert intuitions [19].
Yet, this data was underutilized in the initial implementation. Ex-
amples were either provided to the agent in small subsets where
broader generalizations were impossible, or used as training data for
black-box models that could not reveal the learned patterns (Chal-
lenge 1). Another overlooked source of knowledge lies in agent
traces, which contain a wealth of information, including reasoning
processes, steps taken, tools invoked, data sources consulted, and
points of human intervention. When analyzed effectively, this in-
formation can reveal which aspects of the software process succeed
or fail, enabling refinements that better balance efficiency with
exploration (Challenge 4). By systematically surfacing patterns in
these process artifacts, expert knowledge can be made explicit for
both humans and agents (Challenge 5).

To this end, statistical analysis has already demonstrated promise
in uncovering meaningful patterns in reasoning trajectories linked
to success or failure [4], as well as causal relationships between
agent behaviors [13]. Building on this, additional approaches can
quantify the contribution of specific data sources to information
gain, enabling more efficient input prioritization while reducing
context demands [15]. They can also track the frequency of steps or
tool calls to identify candidates for predefined workflows, which has
the potential to improve performance and efficiency [27]. Finally,
they can capture recurring input from humans at runtime, allow-
ing these inputs to be reused without requiring repeated human
intervention.

To address hypothesis anchoring (Challenge 6), we propose using
Analysis of Competing Hypotheses (ACH) [6] through a multi-agent
architecture. When a software process begins, the system launches
multiple agents, each advocating for a different hypothesis; in differ-
ential testing, for example, one agent would represent each possible
classification for a diff (regression, new feature, and noise). Each
agent independently gathers evidence to support its assigned hy-
pothesis, ensuring all explanations receive thorough consideration.
The agents then present their evidence to either human engineers
or an LLM judge for final evaluation. This approach reduces bias
by separating hypothesis generation from evidence gathering and
improves transparency by allowing side-by-side comparison of com-
peting explanations. The system also generates valuable training
data by tracking which hypotheses prove correct over time, helping
optimize future investigations.

Crucially, these insights extend beyond improving agent pro-
cesses. Inspired by prior work showing that experts can learn from
Alknowledge [20], we view this as a mechanism for refining human
understanding and decision-making. By accumulating and analyz-
ing process patterns, engineers gain a deeper understanding of how
tasks are executed, enabling them to refine, optimize, and ultimately
improve their own workflows. In this way, process knowledge flows
both ways, helping humans and agents alike increase their chances
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of success.

4 Future Plans

Our immediate roadmap focuses on implementing and evaluat-
ing the key components of our unified knowledge network vision,
as follows:

1. Knowledge Network Storage and Management
> Implement storage mechanisms (e.g., graph databases) to
capture and maintain the artifact relationships identified

through agent interaction and human feedback.

> Support dynamic adjustment of relationship strengths based on
task outcomes, and enable pruning of outdated connections
flagged by agents during task execution.

> Introduce relationship typing to distinguish between struc-
tural dependencies, semantic similarities, and task-related
associations.

Key Challenges: Scalability of data storage and retrieval; accu-

racy of agent’s evaluation of what information was important to

the task; maintaining network quality as relationships multiply.

2. Process Pattern Analysis
> Compare statistical approaches for identifying patterns in
agent reasoning trajectories, tool usage, and decision points
linked to task success or failure.

> Create systems to track frequency and effectiveness of inves-
tigative steps, identifying candidates for predefined work-
flows and comparing performance with full autonomy ap-
proaches.

> Evaluate different methods for incorporating learned patterns
into process improvements, including reinforcement learn-
ing and prompt engineering techniques.

> Implement a multi-agent architecture and evaluate its ef-
fectiveness in reducing hypothesis anchoring compared to
single-agent approaches.

Key Challenges: Ensuring patterns remain generalizable and

interpretable across contexts; ensuring interpretability and use-

fulness of discovered patterns to human engineers.

3. Validation & Refinement
> Apply the approach to different software processes beyond
differential testing, such as change impact analysis or de-
veloper task prioritization, to evaluate generalizability and
cross-context effectiveness.

> Conduct user studies to examine perceived usefulness of the
approach for human-Al interactions and identify opportuni-
ties to improve user experience.

> Compare performance of the agent-based approach with fine-
tuned models and other baseline methods across multiple
evaluation metrics.

Key Challenges: Designing metrics that capture both task per-

formance and knowledge utility; adapting methods to varied

software processes without losing effectiveness or overfitting

to specific workflows.

5 Conclusion

Software processes rely on both structured system knowledge
and tacit human knowledge, yet these sources often remain discon-
nected, limiting the transfer of insights across tasks and individuals.
Our example in differential testing illustrated both the potential
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and the challenges of unifying them. To address these barriers, we
propose dynamic knowledge networks that link diverse artifacts
and make process insights explicit. Such networks provide a foun-
dation for more effective human—AI collaboration, where shared
knowledge spaces evolve with software systems and strengthen
both human understanding and agent performance.
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